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A geovisual analytics approach for
analyzing event-based geospatial
anomalies within movement data

Orland Hoeber1 and Monjur Ul Hasan2

Abstract
Comparing data collected on the movement of an entity to data on the location where the entity was reported
to have been can be useful in monitoring and enforcement situations. Anomalies between these datasets may
be indicative of illegal activity, systematic reporting errors, data entry errors, or equipment failure. While find-
ing obvious anomalies may be a simple task, the discovery of more subtle inconsistencies can be challenging
when there is a mismatch in the temporal granularity between the datasets, or when they cover large tem-
poral and geographic ranges. We have developed a geovisual analytics approach called Visual Exploration of
Movement-Event Anomalies (VEMEA) that automatically extracts potential anomalies from the data, visually
encodes these on a map, and provides interactive filtering and exploration tools to allow expert analysts to
investigate and evaluate the anomalies. Using two case studies from the fisheries enforcement domain, the
value of VEMEA is illustrated for both confirmatory and exploratory data analysis tasks. Field trial evaluations
conducted with expert fisheries data analysts further support the benefits of the approach.
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Introduction

The analysis of anomalies between movement data

and geographical point data representing events is a

challenging task, due to the size and geotemporal com-

plexity of the data.1–3 However, such analyses can

identify trends and patterns among the activities upon

which the datasets were collected, as well as potential

problems with the data collection and data manage-

ment methods. While simply visualizing the data in

layers placed on a map may allow for the obvious to

become apparent, it can be challenging to support an

analyst’s exploration and analysis of the data when the

goal is to confirm known and discover previously

unknown anomalies.

Although geospatial events may be described in

multiple forms across different datasets,4 this research

considers events that are independently documented

in movement and geographical point datasets. The

underlying assumption is that these datasets represent

the actions of the same conceptual entities, but from

different perspectives (e.g. the movement of an entity

over time, and the location and time at which the

entity performed some notable action). When compar-

ing the data for a given entity, if the positional attri-

butes are not the same (or at least not very close to one

another) for a given point in time, then we consider
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this to be an anomaly. When the temporal granularity

between the datasets is synchronized, detecting such

anomalies can be performed with a simple distance cal-

culation. However, given that such datasets are col-

lected independently, the temporal granularity may be

different (e.g. movement data collected at a different

frequency than that of the events), resulting in added

complexity and uncertainty in the anomaly detection

and analysis process. Here, we assume that the data

are provided as instantaneous events, but remain aware

that actual events occur over some length of time.

The primary purpose of this research is to address

the following five research questions:

RQ1: Can we develop an approach that allows analysts

to visualize and explore among potential event-based

geospatial anomalies within movement data?

RQ2: Is this approach useful for the confirmation of

suspected or known anomalies within the data?

RQ3: Is this approach useful for the exploration and

discovery of unknown anomalies within the data?

RQ4: Do data analysts find the approach useful?

RQ5: Do data analysts find the approach easy to use?

To address RQ1, we designed and developed a

method to support the detection of, and exploration

among, anomalies between the movement of entities

and their logged events. Following a geovisual analy-

tics approach,5,6 Showing all (VEMEA) combines

automatic data processing methods with information

visualization and human–computer interaction tech-

niques, with the goal of supporting data exploration,

information synthesis, and analytic reasoning. After

matching the datasets and calculating the potential for

the events being anomalous, these are represented on

a map allowing the analyst to examine their relation-

ship with one another. Information overload issues

associated with showing too much data at the same

time are addressed using interactive filtering tools,

including spatial, temporal, and attribute-based filter-

ing, along with novel anomaly threshold filters that

control how the datasets with different temporal granula-

rities are matched to one another. Interactively manipu-

lating these filters to focus on a particular type of

anomaly under investigation allows analysts to hide unin-

teresting features of the data to isolate those that are

important for a given context (see Figure 1). Individual

entities can be inspected in detail, showing their complete

movement path and linking them to other anomalies that

may have occurred for the same entity.

While many situations exist in which data are col-

lected from multiple sources that relate to the same

conceptual entity, this particular research was

motivated by the challenges of comparing where fish-

ing vessels have traveled and their reported fishing

locations. Detecting and analyzing event anomalies in

this domain can be used to identify data entry errors

and instrument failures, as well as for fish stock assess-

ment and enforcement purposes. Because of the signif-

icant differences in the temporal granularity (hourly

fishing vessel position data and daily fishing location

data), and the fact that fishing events may extend

beyond the single location and point in time reported,

automatic anomaly detection methods are difficult to

tune to find the important anomalies and avoid an

overload of false-positives. Manual analysis often con-

sists of detailed visual inspection and comparison,

requiring significant cognitive effort and focus.

VEMEA automates the menial aspects of anomaly

detection, allowing the analyst to consider, examine,

and explore among a much larger number of potential

anomalies than with the existing methods. Previously,

we have outlined VEMEA’s core features and pre-

sented evidence of its value;7 this article provides a

more detailed explanation of the system, two case

studies showing how the system can be used to support

Figure 1. Showing all potential anomalies within the
datasets can result in significant visual clutter (top).
Interactive filtering and narrowing the definition of what it
means to be an anomaly can allow the analyst to focus on
a small number of anomalies to examine in detail (bottom).
Anomalies are visually encoded with yellow lines between
the movement path of the entity and the location it was
reported to have performed the activity of interest.
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the confirmation of suspected or known movement-

event anomalies (RQ2) and the isolation of unknown

movement-event anomalies (RQ3) and a comprehen-

sive analysis of expert data analysts’ field trial evalua-

tions of VEMEA, which focus on the usefulness (RQ4)

and ease of use (RQ5) of the approach.

The remainder of this article is organized as follows.

Section ‘‘Related work’’ provides a summary of prior

research that motivated and inspired our own work.

Section ‘‘VEMEA’’ details the specific approaches

used in VEMEA for event extraction, geospatial

anomaly detection and thresholding, anomaly repre-

sentation, and interactive filtering and exploration.

Section ‘‘Case studies’’ presents two scenarios of using

VEMEA in the exploratory and confirmatory analysis

of anomalies between fishing vessel movement data

and their reported fishing locations. Section ‘‘Field

trial evaluations’’ presents the methodology and results

of evaluating VEMEA with expert fisheries analysts.

Section ‘‘Conclusion and future work’’ summarizes the

primary contributions of this research, identifies the

limitations of the approach, and outlines future work.

Related work

Geovisualization depicts spatio-temporal datasets in

graphical forms to facilitate visual interpretations of

the underlying phenomena.3 Such approaches are

commonplace in geographic information systems

(GIS), where data are visualized using layers placed on

top of a base map, which may be interactively turned

on and off to visually compare different combinations

of attributes.8 Some have studied the benefits of using

geovisualization within multi-criteria decision-mak-

ing,9 supporting the explanation of the outcomes of

different scenarios. With a focus on enabling interac-

tive exploration and analytical reasoning about such

data, geovisual analytics has emerged as a sub-class of

visual analytics.5,6,10 An important element of geovi-

sual analytics is the interactive engagement and use of

interactive and analytical strategies to support the

analysis process.11

Advances in geovisualization and geovisual analytics

tools have shown promise for the exploration of multi-

ple related geospatial datasets. In addition to the tradi-

tional approach of layering datasets on the same map,

more advanced approaches have been explored. For

example, it is possible to transform and merge multiple

geospatial datasets together into a common viewing

framework.12 Alternately, multiple coordinated views

of the different datasets may be provided,13–15 such

that manipulations in one representation (e.g. panning

and zooming) automatically update the configurations

of the other views. In cases where the multiple datasets

contain many different attributes, parallel coordinates

have shown potential for filtering the data and choos-

ing which aspects to show in geovisualization.42,16

When the geospatial data represent the movement

of entities through space and time, new complexities

are introduced in the representation and analysis of

such data.2,17,18 While flow lines can support the inter-

pretation of the movement paths, simultaneously rep-

resenting the data from many entities often results in a

visually complex display that is difficult to decode.

Some alternatives for addressing this problem include

the use of animation,19 space–time cubes,20 perform-

ing automatic machine learning to extract and repre-

sent high-level features,18,21 developing models that

can be evaluated using ‘‘what if’’ scenarios,22 and pro-

viding complex methods for interactively filtering the

data to highlight the interesting low-level features.23

A further challenge with using movement data is

extracting patterns and events based on the motion

and contextual characteristics of an entity. A theoreti-

cal model has been proposed by Andrienko and

Andrienko24 for analyzing the movement patterns of

multiple discrete entities, wherein the potential pattern

types are defined as mathematical functions, with these

functions being used to map entities and time to spatial

positions. In follow-up work, a general approach to

extracting noteworthy events based solely on the char-

acteristics of the movement data was proposed, treat-

ing these as independent objects.4,25 They suggest a

conceptual model in which movement is considered in

relation to events of diverse types and extents in space

and time. With this model, the relationships between

movement events and elements of the spatial and tem-

poral contexts in which those events have occurred can

be visually represented and analyzed.

Movement analysis has also been studied in the

context of varying temporal granularities. The spatial

and temporal granularity of the data has a significant

impact on our ability to understand the behavior of

the entities and the events they perform. Laube and

Purves26 studied how different temporal granularities

of the same dataset allow analysts to identify different

details of movement behavior. Soleymani et al.27

explored the effect of varying granularity in the spatial,

temporal, and spatio-temporal scales for analyzing

behavioral movement patterns.

While the aforementioned works have sought to

find similarities between elements within the geospa-

tial data (either automatically4 or based on interactive

exploration23), few have approached the problem of

finding differences, discrepancies, or anomalies. The

linked animal-human health visual analytics (LAHVA)

system28 was designed to extract events from human

emergency room and veterinary hospital data, provid-

ing a visual interface that allows analysts to detect
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similarities and differences, with the goal of identifying

disease outbreaks before they become epidemics. To

show the changes in geographical point data over time,

GTdiff29 introduced a small multiples approach, orga-

nizing a set of difference graphs in an inverted pyramid

structure to allow analysts to explore where and when

the data have changed. Chae et al.30 extracted and

clustered movement trajectories from location-based

social media data to discover anomalous human move-

ment activities during crisis events.

A common aspect of these approaches for finding

similarities and differences between geospatial datasets

is the underlying assumption that the temporal aspects

can be readily matched to one another. However,

when there are multiple datasets of different types

(e.g. movement data and point sample data in our

case), and there is a mismatch in the temporal granu-

larity over which the datasets were collected, finding

consistent or inconsistent data elements is not trivial.

Further complications arise when one of the datasets

represents movements over time. This problem has

been under-explored in the literature and is one of the

key challenges addressed in this research.

VEMEA

The goal of this research is to develop methods for

automatically extracting potential movement-event

anomalies from independently collected datasets and

to visually represent these anomalies within an interac-

tive interface that supports exploration among the

anomalies and analysis of their underlying sources. To

realize this goal and answer research question RQ1,

VEMEA has been developed with four core elements:

(1) event extraction, (2) geospatial anomaly detection

and thresholding, (3) anomaly representation, and (4)

interactive filtering and exploration. The first of these

is a preprocessing step that is performed once when

new data are loaded into the system. The remaining

three steps create an interactive loop that supports the

exploration and analysis of the data. The full VEMEA

interface is shown in Figure 2. The following sections

outline the purpose and key features of each of the

core elements.

Event extraction

The event extraction process assumes that events have

been logged in a geospatial point dataset, and that the

movement dataset has been collected using a uniform

sampling method; the problem then is how to match

these datasets. If both datasets have the same temporal

granularity (e.g. movement data collected at 1-min

intervals and event data collected with a timestamp to

1-min accuracy), then matching the two datasets

together in the context of an event is a trivial matter.

However, given that the reason for seeking anomalies

within these datasets is that they are collected indepen-

dent of one another, it is unlikely that the data are tem-

porally synchronized, making it necessary to employ

more complex methods to match the datasets.

If the movement data are at a higher level of granu-

larity than the event data, then a pair of movement

data points will be mapped to a single event data point,

representing where the entity was before and after the

event occurred. Alternately, if the movement data are

at a lower level of granularity than the geospatial point

data, then a series of movement data points will be

mapped to the event, representing the entity’s path

during the temporal range of the event. In either case,

ambiguity exists when matching the data, which must

be considered when seeking anomalies.

The process used in VEMEA starts with segment-

ing the datasets to match their temporal granularity,

using the temporal features of the dataset with the low-

est granularity as the basis. For example, if events are

logged daily and the movement is logged hourly, then

the movement data are segmented by day. Using the

common identifiers between the datasets, movement-

event pairs fMi,Eig are extracted from the datasets,

one for each event. Here, Mi = fmi1, . . . ,ming is a set

of ordered data points from the movement dataset,

and Ei is a data point from the event dataset. While

extending this approach to non-uniform movement

data can be done by considering the granularity of the

data within the temporal range of the event, doing so

is beyond the scope of this research.

Geospatial anomaly detection and
thresholding

With the movement data and geospatial point data

matched in the context of the events, the next task is to

detect whether any of these movement-event pairs are

anomalous. When the datasets are temporally synchro-

nized, these movement-event pairs consist of a single

movement data point mi1 and a single event data point

Ei, allowing anomalies to be detected simply by mea-

suring the geographic distance between these points.

More commonly, the movement-event pairs will con-

sist of multiple movement data points fmi1, . . . ,ming,
requiring a more complex method that considers both

the geographic distances between the event and the

entity locations and the amount of time the entity

spent within an acceptable distance threshold.

For example, consider the case where there are five

movement data points captured at hourly intervals

fm1,m2,m3,m4,m5g and related to a single event that

occurred sometime during the 5-h period, the
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movement-event pairs may be considered normal if

the entity was within a distance of 1 km from the event

E for 3 or more hours, and an anomaly otherwise.

Figure 3 illustrates three possibilities within this sce-

nario. Here, the movement data are shown with

arrows indicating the direction from which they origi-

nated, and the location of the event is shown as a point

with a circle indicating the threshold distance.

In the first case (Figure 3(a)), the entity was not

within an acceptable distance from the event at any

time. In the second case (Figure 3(b)), the entity was

within an acceptable distance from the event, but only

long enough for two data points to be captured

fm1,m2g. In the third case (Figure 3(c)), the entity

was near the event location for four consecutive hours,

resulting in four movement data points being captured

within the distance threshold fm1,m2,m3,m4g. Given

the specification that the entity must be within the

specified distance for 3 or more hours, the first and

second cases are anomalies, and the third normal.

The unique feature of this approach is the use of

two parameters for determining whether a specific

movement-event pair is considered an anomaly, one

based on space and the other on time. Choosing

appropriate threshold settings for these parameters

cannot be done automatically, since they require

Figure 2. The VEMEA interface, consisting of a temporal filter (top right), map view of the movement paths and
anomalies (bottom right), tree representation of the entities and anomalies (top left), and interactive filters (bottom left).

Figure 3. Examples of movement-event pairs and the identification of potential anomalies. Here, the first two are
considered anomalies, and the third is considered normal. (a) Zero movement data points within an acceptable distance
of the event location, (b) two movement data points within an acceptable distance of the event location, and (c) four
movement data points within an acceptable distance of the event location.
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domain-specific knowledge regarding the actual activi-

ties of the entities. As a result, interactive support is

provided to allow analysts to manipulate these thresh-

old parameters to filter the set of potential anomalies

to show those that exhibit abnormal behavior. Simple

slider controls are employed for this purpose, support-

ing independent adjustment of the minimum distance

from the reported event and the amount of time the

entity is expected to have been within this distance

radius to perform the event. Note that the time metric

is automatically converted into the required number of

data points based on the temporal granularity of the

movement data.

Analysts can use these thresholding controls to

manipulate the ability of the system to detect anoma-

lies within the data. Using their knowledge and experi-

ence with the data, along with their understanding of

the particular domain in which it was collected, they

can make informed choices regarding what constitutes

an anomaly. Because of the interactive nature in which

these thresholds can be adjusted, analysts can easily

explore many different scenarios in which anomalies

might be present.

Anomaly representation

Representing movement-event anomalies requires the

visual encoding of multiple aspects of the data. These

include representing the movement paths of the enti-

ties, the locations of the events, and the positional dis-

crepancies between the two. Anomaly visualization

should allow analysts to visually group and synthesize

data corresponding to the events and the movement

paths easily and quickly, while at the same time not

overwhelm them with a visual representation that is

difficult to interpret.

Since the positional discrepancies between the data-

sets are the essence of the movement-event anomalies,

it is important to illustrate these clearly. Taking advan-

tage of the Gestalt principle of connectedness,31,32

each anomaly is represented by a graphical line con-

necting the event location to the nearest position on

the movement path within the associated timeframe of

the movement-event pair. Representing anomalies in

this way is a powerful mechanism for expressing the

relationships between the data, supporting pre-

attentive processing.33 An added benefit of this

approach is that the severity of the anomalies will

automatically be visually encoded, with more extreme

anomalies carrying more visual weight in the display

due to the length of the connecting lines.

It is also important to represent the paths of the

entities in a way that can readily be perceived and

interpreted as a movement path that is distinct from

the connection to the event location. For this, flow

lines are used, with chevrons representing the loca-

tions of the movement data points and the direction to

the next data point in the series. Since the chevrons

can add visual complexity to the movement path when

there are a large number to display, these can be inter-

actively hidden or shown.

Representing such data on a geographical map in a

way that can be readily perceived and correctly inter-

preted is a challenging task.3 In particular, it is impor-

tant to make careful choices of the colors for the

movement data flow lines and the anomaly lines used

to connect these to the event locations. Knowing the

ambient colors used to represent the geographical fea-

tures on the map can allow for the selection of a set of

colors that are perceptually distinct from the base

map. For example, it is common to represent oceans

and land on a map using shades of blue and green,

and other features using black or gray. Following the

Opponent Process Theory of Color34 and the sugges-

tion from ColorBrewer,35 this leaves white, yellow,

and red as perceptually distinct colors for representing

aspects of the data.

An example showing a set of significant anomalies

within an oceanographic dataset is provided in

Figure 4. Here, one can readily identify the move-

ment paths of the entities and the severity of the

anomalies. In addition, the pattern of the anomalous

behavior can also be observed and interpreted (e.g.

the movement of the entities was to the north, while

the reported event locations were to the south).

While there remains some overlap and clutter in this

display, the filtering and highlighting features

described in the following section support interactive

disambiguation of the anomalies.

In some situations, it may also be necessary to con-

sider how to deal with missing data from the

Figure 4. Anomalies are represented by the yellow line
connecting where an event was reported to the white
movement path of the entity.
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movement dataset. Gaps in these data may occur due

to communication problems or equipment failure. To

maintain a consistent representation of the movement

activity, the missing data are interpolated on a straight

line between the last known data points. Since a

movement-event anomaly may be detected as a result of

these missing data and the interpolation method for fill-

ing in the gaps, it is important to visually convey this

interpolation back to the analysts. This is done by repla-

cing the chevrons that represent the movement data

points with empty circles. An option is provided to allow

the analysts to determine how many missing data points

are necessary for these to be highlighted as distinct from

the regular movement path representations.

Since it can be difficult to systematically inspect a

large number of movement-event anomalies when they

are represented only on a map, a tree-based represen-

tation is also provided. Each entity for which at least

one anomaly was detected is included as a node at the

top level of the tree. Along with the entity identifier,

information about the number of anomalies and the

total number of events are provided. Individual

movement-event anomalies for a given entity are

included as children of the entity node, showing the

timestamp and domain-specific data about the event.

A checkbox beside each node in this tree structure

allows for the visibility of the anomalies to be toggled

within the map display. This tree structure and map

operate as coordinated views, dynamically updating

what is shown in each based on interactive filtering

and focusing.

Figure 5 shows an example of a tree representation

of a set of event anomalies. The root node indicates

that there are 28 potential event anomalies out of 51

events. The first level of nodes shows the list of entity

identifiers (represented by integer numbers for the

sake of data privacy). The bracketed numbers beside

each of the identifier represent the number of event

anomalies and the total number of events performed

by that entity, respectively. The second level of this

tree shows individual anomalies discovered within the

data, along with data from an ancillary attribute asso-

ciated with the individual events (e.g. fishing catch

weight).

Interactive filtering and exploration

In VEMEA, interactive filtering can be controlled

using four independent parameters: temporal extent,

spatial extent, anomaly threshold criteria, and ancil-

lary data. By filtering out uninteresting or obvious

anomalies, analysts are able to focus their attention on

those that are of particular interest. Any modification

of these parameters results in an interactive update of

the anomalies shown in the system, supporting

interactive exploration and analysis by allowing the

analysts to readily see the results of their actions.

The temporal and spatial filtering operate using

commonplace interface controls and interaction

mechanisms. A timeline is provided showing the tem-

poral range of the datasets. A temporal window con-

trol allows analysts to modify the upper and lower

bounds of the window, as well as pan the window over

the temporal range. The spatial filtering operates

within the geographic representation, allowing analysts

to zoom to the desired spatial scale and pan to regions

of interest.

As previously noted, the anomaly threshold controls

can be used to filter the data to only show those that

match the spatial and temporal threshold criteria.

Analysts can interactively manipulate the acceptable

distance between the event location and the associated

movement data points and the amount of time the

entity must have remained within this distance bound-

ary. All events that exceed these parameters are con-

sidered anomalies and are displayed in both the map

and tree representations; all others (e.g. normal beha-

vior) are hidden.

In many cases, when an event occurs, additional

data are collected in the context of this event. For

example, in the motivating case for this research,

whenever a fishing event is logged, the catch weight is

included. In the context of detecting anomalies, we

Figure 5. Example of the tree representation of event
anomalies.
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consider these ancillary data and provide a mechanism

for the analysts to filter what is shown based on such

data. Another type of ancillary filter is the one that can

be used to hide data that are clearly not possible. For

the fisheries case, this will remove anomalies where the

reported fishing location happens to be inland (i.e.

due to data entry errors).

To further support the analytical reasoning and

study of a small group of movement-event anomalies,

interactive highlighting features are provided by click-

ing on the anomalies of interest within the map or tree

views. This results in a change in the color encoding of

the movement path for the anomalies from white to

red, for both the selected movement-event anomalies

and any other anomalies for these entities. Contextual

information about the movement paths of the high-

lighted entities within the selected temporal range are

added as white lines without directional markers, pro-

viding insight regarding where the entities traveled

before, between, and after the anomalous events. As

shown in Figure 6, the visual intensities of the data

representations are also changed, allowing analysts to

readily see what was selected and observe contextual

information about the entity, while fading the remain-

ing data to the background.

These interactive features for filtering the data

address a common concern with geovisualization and

geovisual analytics: the visual clutter that arises when

many data elements are displayed in close spatial prox-

imity.36 Temporal and spatial zooming, along with

anomaly threshold and ancillary data filtering, enable

the analyst to interactively control what data are

shown. An example of this is shown in Figure 1, where

a large number of anomalies are reduced to a manage-

able number through interactive filtering.

Knowledge discovery loop

The design of VEMEA was inspired by the visual ana-

lytics mantra proposed by Keim et al.,37 ‘‘analyze first;

show the important; zoom, filter, and analyze further;

details on demand,’’ and within the visual analytics

framework proposed by van Wijk.38 Figure 7 illus-

trates how the features of VEMEA support an interac-

tive knowledge discovery loop. A critical element is the

ability of the analysts to leverage their domain knowl-

edge about the movement-event anomalies, interac-

tively filtering out those that are trivial to focus on

those that are important.

Case studies

To demonstrate the features of VEMEA, two case

studies are presented in the context of commercial

fishing datasets collected for the inshore scallop fish-

eries in Atlantic Canada over a 2-year period (1

January 2008 to 31 Dec ember 2009). One of the con-

ditions required for obtaining a commercial fishing

license in Canada is the inclusion of a vessel monitor-

ing system (VMS), which is programmed to

Figure 6. Highlighting an anomaly changes the color
encoding of the path of the entity to red and increases the
brightness of the yellow line to the event location. Other
anomalies for this same entity remain at the normal visual
intensity, and all others are faded to allow the analyst to
focus on what was selected.

Figure 7. The knowledge discovery loop of VEMEA (adapted from the model proposed by van Wijk38).
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automatically and independently record the Global

Positioning System (GPS) location of the vessel on an

hourly basis. After each multi-day voyage, the loca-

tions of the fishing activities must be reported, along

with the amount of fish caught in each location. These

data are logged in the Maritimes Fisheries

Information System (MARFIS) database system with

a temporal granularity of 1 day, along with details

regarding the fishing vessel identifier and license.

These particular datasets contain a substantial

amount of data that must be analyzed to identify

potential movement-event anomalies. From the

MARFIS data, 209 fishing vessels performed a total of

18,030 fishing events using an inshore scallop fishing

license during the 2-year period, representing an average

of 43.1 fishing events per vessel per year. Within the

VMS data, 1,967,341 data points were collected for

these fishing vessels, representing an average of approxi-

mately 196 days at sea per vessel per year. The difference

between the average days of fishing scallop and the aver-

age days at sea is a result of the limits on the scallop fish-

ing season and the common practice of fishing vessels

obtaining licenses to fish multiple species throughout the

year. Of note is the temporal mismatch between the two

datasets: the VMS data contain hourly fishing vessel loca-

tions, while the MARFIS data contain daily locations of

where they fished. As a result, extracting and analyzing

movement-event anomalies are not as straightforward as

they would first appear.

The current anomaly analysis practice among fish-

eries experts is to map each dataset independently,

and then manually inspect and compare the maps.

Clearly, doing this for many vessels over a long period

of time and a large geographic range is not feasible. As

such, a first analysis step is to identify a small subset of

vessels to study in detail. The selection criteria may

include choosing specific vessels over a specific time

period, specifying vessels based on having been near

some point of interest such as a marine protected

area, or performing random sampling for inspection

purposes. With the data filtered in this way, the pro-

cess of tracing the movement of a particular vessel

on one map and comparing it to where it reportedly

fished on another map is cognitively taxing and

requires a great deal of focus and attention. Even

using GIS approaches that support multiple views

and interactive layers does not alleviate the cognitive

task of having to manually link the data. Because of

the effort involved, this type of analysis is generally

only done when there is already a suspicion of note-

worthy anomalies within the data for a particular

subset of vessels. As a result, this approach is seldom

used to discover anomalies, but is instead used to

verify those that are already known.

Confirmatory analysis

The data analysis goal in the first case study is one of

confirmatory analysis: to show the existence of known or

suspected anomalies between the two datasets that are

meant to describe the same conceptual entities (fishing

vessels) and their noteworthy events (fishing activities).

Presenting this scenario of using VEMEA addresses

RQ2, which focuses on whether the approach is useful

for the confirmation of known anomalies.

Supposing the analyst knows of a particular vessel

they wish to investigate, VEMEA can be used to spe-

cify the conditions for what would be considered

anomalous, and then the specific vessel may be isolated

from all other anomalous vessels using the tree view of

the anomalies. For example, in the context of fishing

for scallop, normal fishing events may be defined as

those for which the vessel was within 40 km of the

reported location for more than 5 h. The specific set-

tings for such an anomaly threshold filter would be

based on the analyst’s experience with the fishing prac-

tice (e.g. how long fishing sessions normally last, as

well as how far they normally travel in this time) and

the expected accuracy of the data. With these settings

in place, the geovisualization of the anomalies of this

single vessel can be seen in Figure 8(a). Over the 2-

year period, this vessel reported 132 fishing events, of

which 11 were identified as anomalous.

To further confirm the anomalous actions taken by

this vessel, the analyst may zoom in to view the extent of

the spatial discrepancies in more detail and add an addi-

tional filter to only show those that represent fishing catch

weights of greater than 300 kg. This reduces the number

of anomalies to six, which are shown in Figure 8(b).

Selecting the anomaly from a particular day in

which the analyst knows there was an issue allows for

further study of the vessel. The specific anomaly is

shown in bright yellow and the movement path on that

day is shown in red. The other anomalies remain, and

the movement path of the vessel on other days within

the 2-year time period is shown (see Figure 8(c)).

This view allows the analyst to confirm that the vessel

normally reports correct fishing locations, but exhibits

a behavior of misreporting on the western coast.

To further confirm the locations of misreporting

versus normal fishing activities, the analyst may zoom

the map back out to show the full extent of the fisheries

region (see Figure 8(d)). This shows that the extent of the

vessel movement is limited to the southern cape, and that

the anomalous activity is limited to the known region.

Exploration and discovery of new knowledge

The data analysis goal in the second case study is to

explore and understand the spatial discrepancies
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between the datasets. This scenario addresses RQ3,

which focuses on whether VEMEA is useful for the

exploration and discovery of unknown anomalies.

When using VEMEA as an exploration and discov-

ery tool, it is necessary to first define what constitutes

an anomaly. Using the same criteria as in the previous

case study (e.g. 40 km of the reported location for

more than 5 h) provides a good starting point for the

analysis. A further criterion would be to ignore all

reported fishing locations that are on land (accepting

that these are data entry errors and not intentionally

entered to mislead the data analysts). With this partic-

ular dataset, such a first-pass filter eliminates 12,753

normal fishing events, leaving 5277 for further explo-

ration and filtering. While showing these produces a

significant amount of visual clutter (see Figure 9(a)),

it does provide a high-level overview of the extent and

pattern of anomalies within the data.

To focus on the exploration task, the analyst may

choose to concentrate on data for a particular period

of time (e.g. September 2008). Based on the analyst’s

knowledge of the fishing practice in this region, the

anomaly threshold may be configured to require the

vessel to be closer to the reported fishing location (e.g.

within 25 km), but for less time (e.g. at least 2 h). The

analyst may also wish to view only those events for

which a large catch was reported (e.g. 300 kg or

more). Changing these parameters reduces the total

number of fishing events to 732, of which 83 are

detected as anomalies. These are illustrated in Figure

9(b), where further reduction in the visual clutter is

achieved by hiding the directional markers on the fish-

ing vessel movement data. The analyst can readily

identify three separate geographical regions in which

anomalies are present: the northern bay region, the

central bay region, and the southern region.

Noting the large number of anomalies in the south-

ern region, the analyst may use the pan and zoom fea-

tures of the map to focus on the anomalies in this

region and turn on the vessel direction indicators to

ensure that the path can be properly interpreted.

Highlighting particular anomalies of interest allows

the analyst to isolate these from the rest, supporting

comparisons and sense-making. As shown in Figure

Figure 8. This series of screenshots of VEMEA’s map interface illustrates the ability to perform confirmatory analysis: (a)
initial view of the anomalies of a particular vessel over a period of 2 years, (b) spatial zooming of the anomalies in southern
region with a high catch report, (c) highlighting and comparing the event anomalies with other events performed by the
vessel, and (d) zooming out spatially shows the pattern of behavior of this vessel over the entire fishing region.
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9(c), the activities of the highlighted vessels can be

inferred. For example, the vessel on the right indicated

fishing at the exact same location on four separate

days, but did not come within 25 km of this location.

There is one particular period of 11 h in which this

vessel’s VMS system was not responding, resulting in

a straight line of interpolated points. While this may

be an indication of equipment failure, it could also

have been a result of intentional equipment sabotage

to disguise illegal activities. In contrast, the vessel on

the left made many trips back and forth between a

nearby port and a fishing region just 15–20 km from

port, but reported the fishing location at least double

that distance. In this particular case, the vessel moved

around the region in a pattern that is indicative of fish-

ing activity, but took efforts to report varied fishing

locations that were distant from the vessel location. In

both these cases, VEMEA enabled the analyst to

explore, discover, and gain insight into the activities

surrounding the anomalies, providing evidence to

support supplemental investigation of these particular

vessels.

Further insight and context regarding these vessels

and their anomalous fishing events may be obtained

by zooming out to explore a larger geographic region,

broadening the temporal range, and including the

anomalies that are on land. The analyst may also wish

to completely hide all other anomalies to avoid misinter-

pretation and visual clutter. Figure 9(d) shows the

movement paths and anomalies for these two target ves-

sels over the entire scallop fishery region for a 6-month

period. From this view, it is clear that the fishing event

locations are reported properly when the vessel is in the

bay region (with the exception of a few data entry errors

that put the fishing location over land), but when the

vessels travel to the southern peninsula, they consis-

tently misreport their fishing locations. From a fisheries

management and enforcement perspective, this may be

an indication that there is a need for additional monitor-

ing in the southern region of the fishery.

Figure 9. This series of screenshots illustrates the ability to explore among the data and discover new knowledge: (a)
initial view of the anomalies shows a significant number of vessels misreporting their fishing location, (b) temporal
filtering, along with a stricter definition of what constitutes an anomaly, (c) spatial zooming and highlighting two vessels
of interest allow for visual comparison of their patterns of anomalies, and (d) zooming out spatially and temporally
enables the study of the pattern of behavior of these two vessels.
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These case studies illustrated how the visual and

interactive features of VEMEA support both the con-

firmation of suspected anomalies and the exploration

and discovery of unknown anomalies. VEMEA enables

the synthesis of information related to the anomalies

and analysis of the underlying behavior and patterns.

The system is highly interactive, allowing analysts to

easily focus on a geographic and temporal range of

interest and set the parameters for what constitutes an

anomaly. Specific anomalies can be compared to one

another within the geographic context, for the same

vessel as well as across multiple different vessels.

Patterns of anomalies can be extracted, and using their

existing knowledge about the domain in question,

analysts can readily interpret these (e.g. systematic

data quality problems, intentional misrepresentations,

potentially illegal activities). In comparison to the

existing practice of analyzing these fisheries data,

VEMEA supports not only the verification of what is

already known but also the exploration, discovery, and

analysis of what was previously unknown.

Field trial evaluations

To further validate the benefits of VEMEA, field trial

evaluations were conducted with real-world data ana-

lysts working in the fisheries domain, with the goal of

answering research questions RQ4 (is the approach

useful) and RQ5 (is the approach easy to use). Rather

than studying each of the novel elements of this work

in isolation, this evaluation takes a holistic approach,

focusing on the support the system provides for the

practice of movement-event anomaly detection and

exploration. Even so, data were collected on the parti-

cipants’ perceptions of the usefulness and ease of use

of each of the main features of VEMEA, along with

observations of how the software was used and inter-

views with the participants regarding their experiences.

The use of field trials for evaluating systems such as

VEMEA is beneficial when the data analysis activities

are complex, there are a limited number of experts

available, and there is no reasonable system against

which to make a comparison. They provide real-world

evidence of the value the approach provides for sup-

porting the actual activities of the target users.39,40

Participants

The target participants for these field trails were pro-

fessional fisheries data analysts working at Fisheries

and Oceans Canada. Invitations were sent to all poten-

tial analysts who were familiar with the analysis of

VMS and MARFIS data, and the scallop fisheries for

which these data were collected. Five participants

voluntarily participated; their prior experience in this

domain is summarized in Table 1. Based on this expe-

rience and their existing familiarity with using various

data analysis toolkits, we can consider these data ana-

lysts as experts in their field. In addition, since these

participants all work professionally with analyzing data

such as those used in these field trials, we can consider

their use of the software to be representative of

real-world data analysis practice and their responses to

the questionnaires and interview questions to be

trustworthy.

Methodology

After providing informed consent to participate in the

study, and completing the pre-study questionnaire,

each participant was given a training session on the use

of the complete range of features of VEMEA. The par-

ticipants were then invited to use the software them-

selves in the exploration and analysis of anomalies

within the same 2-year dataset described in section

‘‘Case studies.’’ Their use of the software was driven by

the participants’ interests and expertise in the fisheries

domain, was entirely open-ended and self-directed,

and without any limitations on the time taken using

the software. The participants’ use of VEMEA was

video-recorded for the purposes of post-study analysis.

When necessary, the investigator helped the partici-

pants to operate the software, allowing them to per-

form their tasks at a level beyond that of a novice.

Once the participants felt they had sufficiently

Table 1. Summary of the prior experience of the field trial participants.

P1 P2 P3 P4 P5

MARFIS data analysis experience (years) 4 6 6 8 2
VMS data analysis experience (years) 4 6 6 4 1
Anomaly analysis experience Very high Very high Very high High Medium
Familiarity with GIS systems High Low Very high Medium Medium
MARFIS data visualization experience High Very high Very high Very high High
VMS data visualization experience Very high Very high Very high High Medium

MARFIS: Maritimes Fisheries Information System; VMS: vessel monitoring system; GIS: geographic information systems.
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evaluated the anomalies within the data, a post-study

questionnaire was administered using a survey instru-

ment adapted from the technology acceptance

model.41 This instrument provides a series of ques-

tions that can be used to measure perceived usefulness

and perceived ease of use; interested readers may find

the questions by following the above reference. A post-

study interview was conducted to collect participants’

qualitative impressions of the software.

Results

Observed patterns of use. After using VEMEA for

their self-directed data analysis activities, a post-study

review of the video revealed the participants following

the same general pattern of filtering and exploring

among the data. They started with setting the temporal

range and configuring the anomaly threshold filter and

then zoomed to a geographical region of interest. After

viewing the anomalies, they each undertook further fil-

ter refinement steps, including setting the ancillary

data filter, re-focusing the spatial filter, adjusting the

temporal filter, and refining the anomaly threshold set-

tings. Doing so reduced the number of anomalies to a

manageable number, allowing the participants to high-

light particular vessels and evaluate the details. In

using the software, all the participants were able to find

and evaluate specific anomalies and conduct detailed

investigations of the activities before, during, and after

the event in question to try to make sense of what was

happening.

Even though the participants were already highly

experienced in analyzing these data, most expressed

their surprise by the large number of anomalies pres-

ent. This finding highlights the difficulty they currently

experience in performing anomaly analysis between

the VMS and MARFIS datasets. While they have tools

to map the two datasets independently, matching the

fishing events to the fishing vessel movement paths

and then studying the anomalies in detail requires a

significant amount of cognitive effort. Participant P4

noted that ‘‘without tools like this . it is very difficult

for anyone from enforcement to deal with this kind of

problem.’’ This participant further noted that doing

this type of analysis with their current software system

‘‘is too tedious.’’

RQ4: usefulness. For each of the core features of

VEMEA, six related statements were asked regarding

the usefulness of the feature, with degree of agreement

or disagreement with the statements provided on a 5-

point Likert scale. Due to the participants’ free and

open-ended use of the system, each individual’s

responses are reported separately. The frequency of

each answer (strongly disagree, disagree, neutral, agree,

and strongly agree) was counted and converted to a

percent score. These were then graphed in a divergent

stacked bar chart (see Table 2).

While most participants had a positive view of the

usefulness of VEMEA’s features, P1 did not find the

missing data point representation useful, and P5 had a

similar view of the ancillary data filters. Given the

open-ended nature of the analysis activities, these par-

ticipants did not find these features necessary for their

type of analysis.

The unstructured comments provided during the

interview portion of the study also spoke to the useful-

ness of the approach. All the participants commented

positively on the method for visually conveying the

existence of an anomaly using a line connecting the

event location and the vessel movement path, and the

method for visually highlighting selected anomalies.

They appreciated the value of these methods for not

only identifying anomalies but also representing the

Table 2. The perceived usefulness reported by the five
participants in the field trials, illustrated in divergent
stacked bar charts.

Anomaly representation Missing data point representation

Anomaly threshold filters Spatial and temporal filters

Ancillary data filters Anomaly highlighting (map)

Anomaly highlighting (tree) Contextual anomaly data

Neutral responses are in the middle in gray; positive responses
are to the right, with light green showing agreement and dark
green showing strong agreement; negative response are to the
left, with light red showing disagreement and dark red showing
strong disagreement. Note that none of the participants indicated
strong disagreement with any of the statements.
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degree of the spatial discrepancy in the data.

Participant P3 noted that ‘‘in terms of being able to

quickly visualize the differences in the data, and the

magnitude of discrepancies, this is huge.’’ Participant

P2 echoed this sentiment, stating that ‘‘it’s an eye-

opener for me. I didn’t realize that there are some

cases where there is such a discrepancy.’’ Participant

P4 noted the usefulness of this approach for identify-

ing which vessels to investigate in further detail: ‘‘I am

not concerned [about the minor anomalies]. But if the

degree is big, then we will have major concern about

that.’’

In terms of supporting the specific anomaly analysis

activities, and in comparison to their existing practice

for this type of data analysis, all the participants com-

mented positively on the overall value of the approach.

They indicated that with the existing tools at their dis-

posal, their only option is to inspect the data for poten-

tial anomalies on a case-by-case basis. Using this

software, they identified the ability to view the anoma-

lies over a broad temporal and geographical scale as a

significant improvement. Participant P4 highlighted

these differences by stating that ‘‘this kind of whole

picture is very different than how I look at the data

right now. [This new approach] is definitely useful.’’

Participant P3 noted that using this software ‘‘is huge

step up in terms of productivity and efficiency com-

pare to what we currently do, which is basically . run-

ning three separate programs.’’

RQ4: ease of use. For each of the core features of

VEMEA that included an element of interaction, six

related statements were asked regarding the ease of

use of the feature, with degree of agreement or dis-

agreement with the statements provided on a 5-point

Likert scale. Note that the anomaly representation,

missing data point representation, and contextual

anomaly data were elements that were viewed but not

interacted with directly, and therefore were excluded

from the ease of use questions. As with the measures

of usefulness, due to the participants’ free and open-

ended use of the system, each individual’s responses

are reported separately. The divergent stacked bar

charts are provided in Table 3.

While the responses regarding the ease of use were

generally positive, some reported negatively regarding

the spatial and temporal filters and the anomaly high-

lighting. As prototype software, some of this difficulty

with using VEMEA was a result of its novelty and lack

of sophistication in comparison to commercial-grade

software.

During the interviews, some participants high-

lighted a few usability issues with the software and

noted some additional features that could further

enhance the usefulness of the approach (e.g. data

export features, the ability to layer additional data on

the map, additional filtering mechanisms). However,

all the participants were enthusiastic about the possi-

bility of being able to have access to this software after

the field trials were complete, indicating their willing-

ness to learn to use the software effectively and over-

come their somewhat negative perceptions of the ease

of use. Participant P1 (who provided negative

responses regarding the spatial and temporal filters,

and the anomaly highlighting in the map) noted that

‘‘if I can have this software package, I would be a

happy [person].’’ Participant P4 said ‘‘its very useful

and something that is much needed in our current

environment . it would be used almost as a daily tool

for me.’’

Conclusion and future work

Conducting anomaly analysis between movement and

event data that describe the same conceptual entities is

a challenging task, especially when there is a mismatch

between the temporal granularity in the datasets, and

the data exist over a large geographic and temporal

range. The design, development, and study of an

approach to address this problem were driven by five

research questions: RQ1: can we develop an approach

to support the visualization and exploration among

such data? RQ2: is this approach useful for the confir-

mation of suspected or known anomalies? RQ3: is this

Table 3. The perceived ease of use reported by the five
participants in the field trials, illustrated in divergent
stacked bar charts.

Anomaly threshold filters

Ancillary data filters Anomaly highlighting (map)

Anomaly highlighting (tree)

Spatial and temporal filters
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approach useful for the exploration and discovery of

unknown anomalies? RQ4: is this approach useful?

and RQ5: is this approach easy to use?

Addressing RQ1, this article described the geovi-

sual analytics methods employed in VEMEA for ana-

lyzing movement-event anomalies. RQ2 and RQ3

were addressed in the form of two case studies of using

this approach in the context of fisheries data analysis.

Field trial evaluations conducted with expert fisheries

analysts were conducted to address RQ4 and RQ5.

This research illustrates the great potential for geovi-

sual analytics to support the identification, explora-

tion, and analytical reasoning about movement-event

anomalies.

In terms of the design of VEMEA, one of the limita-

tions is related to the boundary conditions present in

the process of matching data of different granularities.

Suppose events are logged by the day, but movement

is logged by the hour (as in the data shown in the case

study and used in the field trials). It is possible that the

event could have occurred either very early or very late

in the day, making the movement data collect both the

day before or the day after the event relevant. While

highlighting the event to show the path of the entity

before and after the anomaly can allow this situation

to be studied, it may be useful to extend the boundary

of the temporal range when matching the data.

Another limitation of the approach is based on the

assumptions made about the data (e.g. that there are

both movement and geospatial point data, and that

these are measured in a uniform manner). In situa-

tions where there is just one dataset (e.g. the move-

ment dataset), finding anomalies requires a statistical

or machine learning approach for determining what is

considered normal behavior. VEMEA may then be

used to allow an analyst to adjust the parameters for

how different the actual data must be from the

expected data to be considered an anomaly. Regarding

movement data that are collected in a non-uniform

manner, support for such data will require more care-

ful treatment during the event extraction, geospatial

anomaly detection, and thresholding stages.

There are also limitations on the findings from the

field trials due to the context in which VEMEA was

studied. The participants were experts from a domain

where finding movement-event anomalies is difficult,

but setting the anomaly thresholds is easy. As such,

any approach to anomaly detection may be viewed as

being better than their current cognitively intensive

approach. As a result, the participants were very posi-

tive and enthusiastic about the possibility of having

access to VEMEA after the conclusion of the study. In

a different domain where setting the anomaly thresh-

olds is more difficult due to a high variability in the

movement patterns of the entities, the results may be

different.

While this research was motivated and conducted

in the context of fisheries data analysis, the methods

developed may be generalized to other domains where

there is a need to analyze anomalies within indepen-

dently collected movement and event datasets. For

example, the movement paths measured from mobile

phones and the locations where people use their credit

cards at point-of-sale machines may be analyzed to

identify potentially fraudulent charges, or tracking the

movement of taxis and the reported locations for pick-

ups and drop-offs may be used to detect the misre-

porting of fares.

Future work includes the development and evalua-

tion of alternate approaches for identifying anomalies

between the movement and event location data, the

addition of a graph within the timeline to illustrate when

the anomalies are occurring, and the implementation of

edge bundling, heat maps, and other approaches for

aggregating the anomaly data to reduce the visual clut-

ter. Additional features to support the analytical reason-

ing about the anomalies are also being investigated,

such as adding annotations, logging analysis sessions,

saving anomaly threshold configurations, linking the

data to other external resources such as weather and sea

state, and automatically identifying significant anomalies

based on factors of distance, time, and the number of

missing data points.
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